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Lecture Notes: Greedy (Contd.), Local Search

Today we will see how greedy algorithms sometimes produce solutions that are not optimal, but are

“close” to being optimal. Algorithms with this property are known as approximation algorithms. We

then start discussing another paradigm, known as local search.

Disclaimer: These lecture notes are informal in nature and are not thoroughly proofread. In case you

find a serious error, please send email to the instructor pointing it out.

Recap: greedy algorithms

Here are comments from the last lecture: greedy algorithms make a sequence of choices, where each choice

is made in a myopic manner, choosing what is best at the current state without looking ahead. The

example of matching (assigning gifts to children to maximize the total happiness) showed the issues with

such algorithms. Generally, greedy algorithms are good heuristics. Understanding why they do/don’t work

often gives intuition about the structure of the problem (which may lead to other algorithms).

That said, we saw two problems where greedy algorithms do produce optimal solutions. The first was the

problem of scheduling jobs to minimize the average completion, and the second was the minimum spanning

tree problem. In the latter, we used the following “meta” technique for analysis: proving inductively that

the greedy choice so far can be “completed” to an optimal solution for the entire instance. Another example

of this can be found in Jeff Erickson’s notes on greedy algorithms (see Section 7.2).

Today we will see an example in which the greedy algorithm is not optimal, but is not too bad either.

Maximum coverage

Let us consider the following hiring problem.

Max coverage. Suppose we have n people each having a certain subset of the skills {1, 2, . . . ,m}. Given

an integer k < n, the goal is to choose k people so as to maximize the size of the union of their skill sets.

In other words, we are given n sets S1, S2, . . . , Sn, each of which is a subset of {1, 2, . . .m} (which is

usually denoted [m]). The goal is to find k of the Si that maximize the size of the union.

Greedy algorithm. The greedy algorithm tries to choose the person with the largest number of skills at

each step. But note that once some people are chosen, there is no point in picking other people with the

same skills. Thus, for every user, we keep track of a “value”, which is the number of new skills this person

has, compared to the people chosen so far. Mathematically, if we have chosen Si1 , Si2 , . . . , Sir so far, the

value of a set Sj is the size of Sj \ (Si1 ∪ Si2 ∪ · · · ∪ Sir ).1 At every step the algorithm simply adds the most

valuable user (breaking ties arbitrarily). The algorithm stops once k users have been picked.

Let us consider a simple example, to illustrate the algorithm, and also to see why it is not always optimal.

Let k = 2, and:

S1 = {1, 2, 3}
S2 = {4}
S3 = {1, 2, 4}
S4 = {3, 5}

1\ denotes the set difference operation.
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To start with, S1 and S3 are equally valuable (both have a value of 3). As the algorithm breaks ties

arbitrarily, suppose that it picks S1. At this point, the value of S2, S3, S4 are all 1, and no matter which one

gets picked, the union of the sets chosen has size 4. The procedure stops, as we have picked k sets already.

On the other hand, note that the optimal solution can pick S3 and S4. This has a union of size 5.

The natural question is thus: are there examples in which the greedy algorithms is really bad? We will

show that this is not the case. Specifically, we prove the following.

Theorem 1. For any instance of the max coverage problem, the size of the union of the sets output by the

greedy algorithm is at least
(
1− 1

e

)
OPT , where OPT is the size of the union of the optimal k sets.2

Comments. This theorem is rather remarkable, because we are able to compare the behavior of our

algorithm with that of the optimal solution. This is in spite of not having any idea of what the optimal

solution is, or if the sets we output have any intersection at all with the optimal solution. Proving such

statements is the challenge in approximation algorithms, which is an entire area of research.

Let us see how to prove the theorem. It turns out that the obvious inductive statement is difficult to

show. Also, the meta analysis technique from last class (i.e., there is a way to complete the chosen sets to an

optimal solution) doesn’t really work in this case. So we need a different approach. Let us introduce some

notation first. Let i1, i2, . . . , ik be the indices of the sets chosen by the greedy algorithm (the corresponding

sets are Si1 , Si2 , . . . ). Suppose the optimal sets are given by the indices r1, r2, . . . , rk.

We start by seeing how the algorithm proceeds. Can we say something about the first step? Here, we

will add the set in our collection that has the largest cardinality. A simple observation is the following:

Observation 2. Recall that i1 is the index of the set first chosen by the greedy algorithm. We have

|Si1 | ≥
OPT

k
.

Proof. The proof of this is very simple: by definition, OPT = |Sr1 ∪ Sr2 ∪ · · · ∪ Srk |. Thus OPT ≤
|Sr1 | + |Sr2 | + · · · + |Srk |. Now, since i1 is chosen so that |Si1 | is maximized, we have that |Si1 | ≥ |Srj | for

all j. This shows that |Si1 | is at least OPT/k.

If we can prove that we add OPT/k to the union in every step, we would be in great shape (and we

would have a collection of sets that is as good as the optimum solution). Of course, this is too much to hope

for, as we saw that the greedy algorithm does not always produce an optimal solution.

However, we can show something close. We claim the following

Claim 3. Suppose we are in the stage where the greedy algorithm has chosen i1, . . . , ij. Define U = Sr1 ∪
Sr2 ∪ · · · ∪ Srk . Also, for convenience of notation, define Yj = Si1 ∪ Si2 ∪ · · · ∪ Sij . We have

|Yj+1| ≥ |Yj |+
|U \ Yj |

k
.

Comment. Note that if Yj is already equal to U (i.e., somehow we have already found the optimum),

then the claim is trivial. Otherwise, it is saying that we always add sufficiently many new elements to Yj .

The proof is similar to that of the observation above.

Proof. Note that by definition, U = Sr1 ∪ · · · ∪Srk (call this (**)). Let us consider the elements of U and let

us color red the ones that are not in Yj , and let us denote the red set by R (so R = U \ Yj). Then by (**),

(Sr1 ∩R) ∪ (Sr2 ∩R) ∪ . . . ∪ (Srk ∩R) = R.

2e is the base of the natural logarithm. As I mentioned in class, 1− 1
e
≈ 0.63 > 1/2.
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Thus there exists an index t such that |Srt ∩R| ≥ |R|/k. If the greedy algorithm chose this set, we would

have

|Yj ∪ Srt | − |Yj | ≥
|U \ Yj |

k
.

Since the greedy algorithm chooses the set that maximizes the difference above, we have

|Yj+1| − |Yj | ≥
|U \ Yj |

k
.

The claim above, combined with the fact that |U \ Yj | ≥ |U | − |Yj | implies that

|Yj+1| ≥
(

1− 1

k

)
|Yj |+

1

k
|U |. (1)

We will show that this inequality directly implies that |Yk| ≥
(
1− 1

e

)
|U |. One (rather slick) way to see

this is to observe that (1) can be rearranged into

|U | − |Yj+1| ≤
(

1− 1

k

)
(|U | − |Yj |) =⇒ |U | − |Yk| ≤

(
1− 1

k

)k

|U | ≤ |U |
e

.

But to get some intuition about how to reason about inequalities like (1), it helps to consider the somewhat

simpler inequality: yj+1 = 1
2yj + 1

2u, where yj and u are non-negative reals. This is like saying that the y

value in the next iteration is simply the average of the y value in the current iteration and a specific number

u. In this case, if we start with y0 = 0, we have yk =
(
1− 1

2k

)
u. Essentially, the distance to u decreases by

a factor 2 in each iteration. This is what inspired us to look at the quantity |U | − |Yj+1| in the proof above.

Summary: greedy algorithms. In summary, we have seen a bunch of examples of greedy algorithms.

We saw a range of settings. In the first, the algorithm finds the optimal solution. In the second (which

is unfortunately the more common one), the natural greedy algorithm has no reasonable guarantee, and

in the third, we showed that the greedy algorithm always produces an output that is a constant factor

approximation.

Generally, greedy algorithms are good heuristics for problems where we need to make a sequence of

decisions and optimize some objective. They give insights into what’s going on in a problem.

Local search

(See lecture notes for the next lecture.)
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